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Abstract

This paper summarizes an intern’s introductory observations about YOLO- a family
of Convolutional Neural Network libraries currently used in Bangladeshi Arti cial Intel-
ligence Industry. A black-box approach is draped over the internal architecture of the
model itself, and a greater focus is applied on observing the external factors such as in-
put, output, metrics and the workplace environment that empowered the intern to study
these factors. Speci c test cases were designed to verify hypotheses about the model’s
performance in speci c situations. These veri cations are used as further justi cation for
the relevance of YOLO in the Computer Vision industry.

Keywords| computer vision, object detection, object classi cation, YOLO, industry
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Chapter 1

Introduction

1.1 Overview/Background: Industrial e ciency

In multi- oor industrial complexes, maintaining work e ciency is a tremendously compli-
cated task. For example, if any oor has faulty equipment, absent workers or other unavoidable
reasons- then supervisors alone can only do so much to counteract it through physical enforce-
ment methods. A more e ective troubleshooting can be achieved digitally through a dynamic
integrated system that instantaneously detects shortcomings and alerts the right administrators
quickly.

1.2 Objectives

Computer Vision can help address the above e ciency issue. For example, Open-source
Computer Vision libraries (as discussed in the inter-version literature review) can help detect
and analyze unstructured workplace data such as pictures and CCTV video footage of factory
processes. These industrial processes may be observed (through pictures and footage) and fed
into a Computer Vision model for analytical purposes.

A video feed cycle may record/log activity on a certain oor/line of the industrial com-
plex. An appropriately complex database management system may sort and retrieve insights
as required. Using those insights, Machine Learning Engineers in Al companies can solve many
operational e ciency challenges for their partnering industrial corporations. If designed incre-
mentally in the long term, a self-improving model (e.g., neural networks) can also be made.
Given the industrial scale of the client organizations, it is perfect for collecting huge volumes of
structured data over the course of the partnership.



1.3. SCOPES CHAPTER 1. INTRODUCTION

1.3 Scopes

1.3.1 What this paper is NOT about

To solve the above industrial e ciency problem, rst the use case must be identi ed. Typ-
ically, to begin a project, the business administrators bring up a requirement to the Product
Manager. Then the Product Manager may have extensive discussions with Software Develop-
ment, Design and Machine Learning teams to determine their task breakdowns.

However, further business case details of the product are bound under an NDA (Non-
Disclosure Agreement) between Machine Learning Intern (Shohan Rahman, report author)
and his employer organization (Alter Sense Ltd). Since the intern signed this NDA upon
joining on May 23, 2022, business-level use cases fall outside the intern's designated scope of
responsibilities.

As for the technical details: due to a lack of pre-requisite knowledge, detailed discussions
about inner workings of a neural network are outside the scope of this paper. The layers of a
neural network (including the activation and loss functions) will be abstracted away into black
boxes such as libraries, frameworks, and/or executable commands.

1.3.2 What this paper IS about

Scopes (What this paper IS about): Therefore, this paper will intentionally avoid any
further business details for strictly con dential reasons. However, given the client-based nature
of the project, it is also not possible to have a comprehensive academic discussion about the
topic without at least hinting at business details. Therefore, the scope of this project will
also have to be limited: Instead of talking about a solution to industrial clients, this paper
will only address the technical aspects of the underlying Machine Learning system- namely
Convolutional Networks. All demonstrations of such underlying Machine Learning Tools will
also be made using non-con dential datasets. \Technical details" will also include characteristic
details about how the Machine Learning team operates daily to achieve their Computer Vision
goals. Therefore, the intern's Neural Network studies will only center around analyzing the
following:

i. inputs and outputs to pre-built Neural Network applications
ii. the C/python script les that trigger the detection and training function
iii. programming practices that ensure optimum results from | and I

To be more speci c: the intern will be involved with these three activities:
1. Running and Con guring State of the Art computer vision models
2. Unstructured Data Processing
3. Inter-Team Collaboration

1. Running and Con guring State-of-the-Art image processing models: YOLO (You Only
Look Once) is a state-of-the-art open-source Computer Vision library written in C. Using a
local build, CNN models such as YOLO were trained on high-end in-house devices (e.g., Nvidia
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CUDA-compatible GPUSs) for long periods of time. The resulting neural networks can quickly
perform these applications, such as:
a) Real-time Object Detection:

The pre-trained weights of the model are open source. Once the right inter-connection of
C libraries is achieved, the live YOLO instance can detect at least 80 di erent object classes
out of the box. Near the latter half of month 1, the ML engineers have guided the intern
into building the YOLO darknet binaries on his workstation, so that he becomes comfortable
with the CNN functionalities during his 3-month internship period. Further CNN methodology
details in Section 4.

2. Unstructured Data Processing With any industrial-scale client, there is potentially a
wealth of anonymous data about operational assets. It falls upon the ML team to sort through
the mass-produced data and make decisions about how to slice and mine the data. First, the
data scientist anticipates a pattern in the data. Then they coordinate with the ML team for
tweaking the neural network- so that it shows just the right behavior to catch the anticipated
pattern.

3. Inter-Team Collaboration Alter Sense Ltd. has three active teams: (1) Software De-
velopment, (2) Design and (3) Machine Learning, all woven into an agile cycle. During daily
scrum meetings, the teams update each other about their progress in the ongoing sprint. Task
breakdowns are reassigned or edited as the needs and wants develop.

Page 3 of



Chapter 2

Literature Review

2.1 Relationship with Undergraduate Studies

*** Explain how the work/project is related to undergraduate studies. Also mentioned
which courses are directly related to your work. ***

While performing this internship, the intern did not have any previous background in ma-
chine learning or neural networks. He was set to take them next semester. Alter Sense's Ma-
chine Learning department was shortlisted as an appropriate place to build some pre-requisite
experience. Even if the Computer Vision tool is black box, using it would give him valuable
pre-requisite knowledge for a more targeted study next semester.

For Summer 2022, he had also registered for Image Processing, Data Mining and Software
Engineering- all of which only serve as pre-requisites for Computer Vision, Deep Learning and
App Development respectively. However, the most relevant course, Neural Networks, is yet
to be o ered/taken in Autumn 2022. For reasons related to graduation urgency, the intern
is rushing to nish his Machine Learning rm internship without completing/starting all the
courses in his Machine Learning minor.

Due to this knowledge gap, a large part of this report will focus on closing this gap with
pre-requisite knowledge. Until the inputs and outputs are understood comfortably, the intern
chooses to keep the layers of the neural network (including the activation and loss functions)
abstracted away into black boxes (such as libraries, frameworks, and/or executable commands).

2.2 Related works

After a comprehensive literature review on YOLO versions, the following conclusions have
been made about the various YOLO versions:
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2.2.1 YOLO

" YOLOvV1 (Vanilla YOLO): By de nition, YOLO is an algorithm. It uses a neural network
to provide real-time object detection with high speed and accuracy. When it rst came out in
2016, YOLOv1 was one of the rst open-source libraries to solve object detection as a regression
problem instead of a classi cation problem. YOLOv1 was proposed as a uni ed network that
combines implicit and explicit knowledge together. Objective of YOLO: create a model that
can answer multiple questions based on a single input; just like when humans answer many
qguestions from single input. Other popular models like fast-RCNN use two-stage detection:
rst the possible object region, then classifying region into object classes. But YOLO does both
of those things in one pass. This makes YOLO stand out from other detection tools such as
Fast R-CNN, Single Shot Mutlibox Detector and RetinaNet.

" YOLOvV2 (or YOLO9000): V2 made many iterative improvements over v1, such as batch
normalization, higher resolution and anchor boxes. This greatly improves precision and recall
from previous models. However, v2 was still limited to only 80 objects.

" YOLOV3: V3 adds these features to V2: © Added Objectness score to bounding box
prediction © Added connections to the backbone network layers Makes predictions at three
separate levels of granularity V1, v2, and v3) are incremental developments of the same model
by the same developer. Therefore, their features appear in the following chronological order:

" YOLOv4: high accessibility, easy training, high speed, and quick inference. >> using k-
means method, new anchors can be tted into the data. >> takes output from k-means anchor
results and uses it as initial starting part for the next generations (all based around the same
cost function). >> so, instead of using k-means (and its limited subset of cost functions), newly
evolving anchors can be used.

~ YOLOv5: YOLOVS took v4's darknet-based framework (built in C) was repurposed to
work with the PyTorch framework instead. The PyTorch variant is said to be more user friendly,
as it be deployed more easily out of the box. Other than that, v4 and v5 have the same
performance.

At the end of the review, the intern was noti ed that v4 and v7 are the most stable versions,
and

2.2.2 Other Computer Vision applications

*** Mention some projects that are already in use or are in development similar to your
work and cite them. ***

Before this paper, various applications were already developed about using Computer Vision
to solve some kind of a problem in an industrial setting. More than one of these external works
are geared towards safety (instead of e ciency). This is because study in eld surged in the
post-covid era (Khandelwal et. al., 2020). Corporations sought to e ciently transition into a
safe new workplace.

For example, a study in Ukraine used Face Detection to detect whether employees are
wearing masks or not (S. Mazur, 2021). This detection is doing using MobileNetV2, a machine
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learning model. Even earliest models of YOLO surpass this one in terms of detection precision
and speed. A Computer Vision system can be pipelined with other technologies to achieve a
di erent suite of outputs- for example, blockchain can be used to monitor integrity of robots in
factories (Lopes, Pereira, 2019)
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Chapter 3

Project Management & Financing

3.1 Work Breakdown Structure

\Detecting and Classifying industrial objects with Convolutional neural networks" (the title
of this dissertation) was started with the spiral project management plan in mind-

meaning that it is an exploratory project with no absolute nal goal in mind. This diagram
below visualizes the project steps; with the earliest steps being at the center and the later steps
being larger and more exploratory. It is not entirely an independent project started by the
student himself.

The intern was instructed (by the Senior Engineer) to install various YOLO versions and
practice training/testing them. While doing so, the intern was introduced to the vast array
of research factors involved into just plugging and playing a pre-built neural network. Thus,
studying these factors became a key focus of the intern's endeavors for the rest of the internship
project. Therefore, two (equally signi cant) deliverables of the project are:
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~ (Quantitative): A neural network trained to detect information about industrial objects
(such as the presence/type/location of humans and machines). The bare minimum of such a
deliverable could have been met in a single work week using open-source tools out of the box
(2 days of dataset cleaning, 2 days training and 1 day of result analysis).

" (Qualitative): Due to the exploratory nature of the project and the knowledge level of
the intern, the analyses made in the 7: Lessons Learned section is another equally important
deliverable.

3.2 Process/Activity wise Time Distribution

*** Critical Path Method ***
The follow critical path analysis paints a clearer picture of the project's scope and task
dependencies:

From this diagram, we can cluster out three distinct [learning] phases:

Phasel: Initiation. This is when the intern is handed basic annotation tools like makeSense,
along with a bulk of images for annotation. The intern spends his rst two weeks doing anno-
tations only. At alter sense, the volume of incoming client data is large enough that the intern
could have spent his entire internship annotating data only. Simultaneously, he also conducts
literature review in preparation for the next step.

Phase2: Con gure and Run Machine Learning tools. Once the intern made his way through
the rst three sprints (of annotations), he was assigned to "install yolov4 darknet on a virtual
environment" from scratch. Thus began a long process of con guring local installations of
YOLO. The intern could have experimented with more versions, but once a stable version
(v4/vT) passes the detection demo, that model is ready to be trained.
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3.3. GANTT CHART CHAPTER 3. PROJECT MANAGEMENT & FINANCING

Phase3: Get insights After having trained the model into custom weights (using our custom
dataset), we can then run various tests on the new model. For the organization, this means a
larger system of business factors. But from the intern's scope, the various tests would have a
simple goal in mind: optimizing the performance metrics [regardless of its business use case].

3.3 Gantt Chart

*** Draw and brie y Explain the Gantt Chart ***

From the above Gantt chart, we can make these observations:

* The project spans three months is divided into three parts.

* Taskl (Annotation) happens consistently throughout the entire project cycle, regardless
of dataset type, target object, model version, etc.

* About halfway past Month1l, the intern begins training and testing stable YOLO versions:
starting with v4, (v5 if time allows) and then v7.

* Results and lessons are re-summarized at the end, based on the submissions created
throughout the semester.

3.4 Process/Activity wise Resource Allocation

*** Draw a chart and brie y Explain ***
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3.5. ESTIMATED COSTOMAPTER 3. PROJECT MANAGEMENT & FINANCING

3.5 Estimated Costing

*** Draw a chart and briey Explain *** This project can be completed using a nite
collection of non- nancial assets, as follows:

* A Windows PC with an NVidia GPU and current gen specs

* One Senior Engineer (as designated to the intern for mentoring purposes)

* A workplace (e.g., physical o ce) with a consistent ow of actionable data, and e ective
on-site availability of the Machine Learning team.
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Chapter 4

Methodology

4.1 Dataset Preparation

Before building the Computer Vision environment (i.e., OpenCV for python) on their ma-
chine, the intern was rst onboarded into the team through participation in the dataset prepa-
ration process. Some methods of dataset preparation are as follows:

" Data Sorting: Before a model can classify the data, the machine learning team has to
manually comb through the data and gure out what feature they want the model to detect.
Many features are understandable through implicit thought (e.qg., the look of a successful indus-
trial process). But to explain that successful process to a computer model, it requires a more
detailed understanding of the exact pictural features.

~ Data labelling:  Once the team knows what they are looking for, the dataset is sliced
and distributed across the team members for labelling. These labels act as guidelines for the
self-improving supervised learning model. The intern is heavily involved in this process, as he
is assigned to sort and label a large proportion of repetitive data.

~ Annotation (in YOLO format le): A wide variety of annotation tools can be used to
label picture datasets. Web-based tool (such as superAnnotate, makesense.ai, Robo ow) and
desktop-based tools (labelMe, labellMG,) can be used to draw shapes over the desired features
(such a bounding boxes or more elaborately draw polygons for more complex shapes). The
shapes tell the model what to look for in the testing data. The intern also has heavy workload
in this area, as it involves handling mass quantities of data.

4.2 Training and Evaluation

Once the dataset is properly sorted and labelled as required, the model is trained using
a training subset. For unlimited runtime, this training is done using in-house Nvidia CUDA-
compatible GPUs such as RTX 3060/3090. Once the model is trained, it is run on a testing
dataset to check how well it is doing on a problem. Confusion matrices also help answer this
question. Then once the rst performance indicators show up through inference, the ML team
can make further judgements about how to improve the model.

11



4.2. TRAINING AND EVALUATION CHAPTER 4. METHODOLOGY

Throughout his internship period, the intern carried out multiple variations and iterations
of the above activities. These activities will be essential for building experience with industry-
standard tools, and are also consistent with the intern's minor in Arti cial Intelligence.

Suppose we want to create a model that detects heads of persons in a Bangladeshi industrial
environment. The steps for training such a model with YOLOv7 are as follows:

1. Prepare dataset for training

Collect images that contain target object (e.g., pictures of persons' heads)
Divide the dataset into training and test datasets
Annotate both training and test datasets

From the output of the last three steps organize them into the directory structure
shown below. Under the "yolo working" folder, we can see four key subfolders: test
data, train data, and the yolov7 root directory.

2. Update dataset path information . Update the data.yaml le with dataset path in-
formation, like so:

Where:

Page 12 of
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~ Nc is number of target classes. Here, we want to train the model to only detect one

object type, named “head'.

~ Train: training dataset directory (images and annotations)

~ Val: validation dataset directory (images and annotations

This section is especially important because it shows we can use YOLO to detect as many

of any types of custom objects as we want.

3. Execute train.py on training dataset

A~

Start command prompt on the yolov7-master directory

" Activate a conda environment that can import the cv2 library. This importabil-

ity can be achieved by installing the opencv-python library into the environment
beforehand.

" Run this command: python train.py {batch 1 { cfg cfg/training/yolov7.yaml {epochs

55 img 320 320

4. View Results

" Change parameters (such as batch size and image size) as required

" Change dataset (such as distribution of subject types) as required

~ Re-train with change

~ For result analysis, see Results section.
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Chapter 5

Body of the Project

5.1 Work Description

A large variety of work was assigned to the intern during the course of their internship. This
section will cluster them into three types. They are as follows:

5.1.1 Attend scrum meeting with management

Management reiterates on their business agenda and receives updates from the product
manager. Issues and concerns with the system are often inter-related between the Software
Engineering Team and the ML team. Therefore, all members of both teams attend this meeting
with management.

Since tasks are assigned in the form of weekly sprints, the intern remains on standby until
the daily scrum meeting (with management) is nished and the task breakdowns are distilled
throughout the team. Therefore, on any given day, the ML intern receives their task assignment
in one (or both) of these ways:

" The intern's participation in this meeting is optional, depending on the discretion of the
product manager. However, to maximize contextual awareness about the ongoing sprint,
the intern sits in the meeting room and actively listens to all ongoing dialog- just like any
other permanent team member. Receive brie ng from senior ML engineer:

Once the ML engineer knows the details of the task breakdown, they make a judgement
about how the intern can help. Then, in a 1-on-1 interaction, the operational details of
the task are nally delegated to the intern.

For a full log of daily tasks performed by intern (since joining to present), please refer to
the \Daily activity log, Shohan Rahman, Alter Sense" document, attached separately.

5.1.2 Dataset annotation, organization, and cleaning

Annotation is the process of assigning labels to a picture- by drawing boxes/polygons around
a certain region and then assigning a label to that pixel range. This is a fundamental step in a

14



5.2. SYSTEM ANALYSIS CHAPTER 5. BODY OF THE PROJECT

supervised learning, so that the Computer Vision model knows precisely what we expect from
it.

Annotation time depends on the size and nature of the datasets. Some datasets may be
1000 pictures long, and the team may require that two di erent types of annotations be made
required in polygonal form. In that case, the intern may make the strategic decision of splitting
the dataset into four parts and doing it over the course of the next two days.

Another 1000-picture dataset may already be annotated, and the intern may have to simply
alter the bounding boxes. Such an operation is nished much more quickly- usually just a few
hours.

5.1.3 Familiarization with ML tools

If the intern is not annotating data sets for the ML team to use, the intern spends his workday
learning about the various versions of the YOLO family and their specialties. Over time, the
intern started cloning the entire model's repositories into their own machine and running tests
on it. These are all building blocks to a well-equipped, well-quali ed ML engineer.

5.2 System Analysis

5.2.1 Six Element Analysis

~

Goal: Observe the e ectiveness of the YOLO family in customized object type detection.

Input: Dataset(pictures of custom type, to be split into train and test datasets), Model
source code (cloned from git repository) and train parameters.

Activities: Dataset preparation, training, testing.
Outputs: Detection bounding boxes, objectness scores, custom model

Outcomes: A custom-trained computer vision model that specializes in detecting a special
type of object in a special type of backgrounds.

Performance: Training duration, Confusion Matrix, Maxmim Average Precision, Preci-
sion and Recall

5.2.2 Feasibility Analysis

" Implementation alternatives: YOLOV4 is installed over Darknet, a C++ framework for
executing computer vision applications. Alternatively, v5 onwards have their test and
detection commands compartmentalized into readable python les. Therefore, bth are
fairly feasible, but v4 is more feasible in environments that prefer compiled languages;
while v5 onwards is more feasible in environments that prefer interpreted languages.
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SYSTEM ANALYSIS CHAPTER 5. BODY OF THE PROJECT

" Operational feasibility: This project follows the spiral software development methodology;

meaning that each step of the critical path is a lap around an outward spiral. Therefore,
as the project progresses, the operational feasibility of the project also increases because
there is a larger scope of factors to experiment with. This project management approach
ensures that there is at least some minimum viable product at every phase of the project.

Risk Analysis: Like any computer science sub eld, computer vision requires ML engineers
to learn new skills quickly. There is a sense of urgency when it comes to learning a new
library, because the engineers have to get comfortable with the tool while the use case for
it is still there. Permanent members of the ML and Software Engineering team are more
concerned with this rushed approach to RD.

The intern's tradeo s, however, are less business-oriented and more learning-oriented.
As a beginner with no background in computer vision, it is very tempting to spend
hours learning basic image-processing concepts such as contrast manipulation (and more
advanced ones like cv2.warpPerspective). And while it is appreciable to be curious about
these things,

5.2.3 Problem Solution Analysis

" Problem: Identify, con gure and run a Computer Vision solution that can detect and

classify objects in an industrial setting.

" Solution: As long as there is a python environment with all necessary packages installed,

YOLO can be trained and tested to create the above solution.

5.2.4 E ect and Constraints Analysis

Factors Constraining Object Detection The biggest constraint of this system is related
to the fundamentals of machine learning. If we train our CNN too little, it will not give enough
true positives. If we train it too much, it can be over tted and only work towards a certain
type of input (resulting in potential false negatives). Highly tted speci city can be a good or
bad thing depend on the nature of validation/testing data:

~ If we want to detect a very narrow range of object types (such as male person wearing a

uniform), then the threshold for over tting is more relaxed.

Conversely, if we want to detect a wider range of object types (such as any human wearing
any clothing), then over tting is a bad idea.

Therefore, the e ects and constraints of this system is heavily dependent on the nature of
object we want to detect. Therefore, dataset management is an optimization problem. A
more detailed understanding of this optimization environment is included in the "Lessons
Learned" section.
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5.3 System Design

5.3.1 Rich Picture

5.3.2 UML Diagrams

Given the con dentiality of the Workplace/Cloud and the simplicity of the intern's personal
project workspace, a UML diagram will have a negligible e ect in adding any more information
than already included in the Rich Picture.
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5.4.

PRODUCT FEATURES CHAPTER 5. BODY OF THE PROJECT

5.3.3 Functional and Non-Functional Requirements

Functional Requirements:

~

The intern must be able to annotate datasets into a format compatible with with common
computer vision models.

A pre-trained computer vision model must be installed so that it passes webcam tests.

The model must be re-trainable and re-testable on a local python environment(not colab)
without any problems related to python package dependencies (e.g., the infamous cv2
"DLL load failed: the speci ed module could not be found")

The model and input dataset directories must be arranged in adjacent locations.
The train and test runs' results should be stored in a permanent, documented location.

The driver code of the library should be compartmentalized enough to allow for customiz-
ability (e.qg., parser defaults).

Non-functional Requirements:

The duration of any personal model training session must should not exceed more than
an entire workday.

Testing should return at least more than one true positive.
Number of false positives should be low.

Number of true positives should be very high.

Number of false negatives should be very low.

Number of false positives should be low.

At any given time, personal project work should not be over-allocated to the point where
it hampers the intern's weekly o ce performance.

5.4 Product Features

The product associated with this project is a collection of Computer Vision models and the
dataset to process them with.

5.4.1 Input

YOLO's built-in convolutional neural network is meant to work on unstructured data, such
as images and videso. However, since supervised learning is used, just unstructured data is
not enough. Each data (i.e., each picture) must also be accompanied with labels (see Output
subsection)
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5.4.2 Output

The outputs of each section of the system is as follows:

~

Annotation: After a successful- mass annotation session, the result is a collection of text
les describing the coordinates of the target object in the picture.

~ Training: After a successful training session, the outputs are:

{ trainedWeights: This unique combination of hidden-layer parameters is the most
direct output of the system.

{ analytics: YOLOv7 provides a handful of analytics functionalities by default. For
v4, these analytics have to be activated separately.

~ Validation: Once triaining is done, the trained model may work on validation data, which
estimates the prediction error for the model. The output of this step is same as testing
analytics.

5.4.3 Architecture

This project deals with an exploratory system, from which personal insights can be derived.
After all the system analyses made in the above section, the only architectural explanation left
is that of the neural network itself. However, due to lack of time and pre-requisite knowledge,
the intern was unable to contribute any meaningful discussions on neural network architecture.
Therefore, the intern respectfully refuses to explain YOLO architecture in this report.
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Chapter 6

Results & Analysis

6.1 Terminology

1. The confusion matrix

A~

True Positive count (TP): The number of times the model correctly labelled a target
object as a target.

True Negative count (TN): The number of times the model correctly labelled a
non-target as a non-target.

False Positive count (FP): The number of times the model wrongly labelled a non-
target as a target.

False Negative count (FN): The number of times the model wrongly labelled a non-
target as a target.

2. From the confusion matrix, we can calculate the follow metrics:

" Precision: Ratio of TP / (TP + FP)
" Recall: Ratio of TP/ (TP + FN)

3. The loss function: The loss function is continuously minimized by the model. Every
iteration, the model works by performing an action that minimizes the loss function.
This function is hardcoded into the model. Analyzing the mathematical derivations of
the loss function is beyond the intern's mathematical capabilities.

6.2 Result Statement

After each training session, the training results are automatically saved in a folder like this:
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6.2. RESULT STATEMENT CHAPTER 6. RESULTS & ANALYSIS

This folder contains 4 types of items:

~ The confusion matrix

" The weights folder: Contains the weights of the model at the latest and best states. This
demonstrates the customizability of the model, as any weights le can be entered into the
model to make it behave as expected without changing any code or data.

" Results.png:

Three important observations:

o Precision remained same throughout, except for two huge peaks.

o Recall jumped after the rst 30 epochs

o Maximum Average Precision (mAP) shows insigni cant improvement

Cumulative bounding boxes:
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6.3. STRATEGIES FOR IMPROVEMENT CHAPTER 6. RESULTS & ANALYSIS

This output picture (cluttered by N cumulative bounding boxes) gives an overlapping visual-
ization of every "head detection’ attempt made by the model. Without looking at the confusion
matrix, this image tells us that there were a huge number of false positives. i.e., the model drew
boxes around image elements that are clearly not a human head.

6.3 Strategies for improvement

" Increase sample size

" Increased dataset variety. Introduce non-head images into the dataset, to test the model's
performance more e ectively with False Positives and False Negatives.

" Tweak the precision mindset vs recall mindset (more details on lessons learned).
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Chapter 7

Project as Engineering Problem
Analysis

7.1 Sustainability of the Project/Work

Despite the above stated limitations and uncertainties, the project-by-project nature of
object detection works as an advantage. Each new object type in each new di erent environment
requires a brand-new research iteration, with its unique new tradeo s. So, to summarize:

~ As long as new types of objects come into existence (e.g., a new norm of humans in a
new type of environment), there will be avenues for future work.

And if those future work ows are also tackled by training newer o -the-shelf models, then
the constraints for adjacent improvement will also change in unprecedented ways- waiting
to be researched and utilized.

7.2 Social and Environmental E ects and Analysis

Social and environmental issues are outside the scope of this project.

7.3 Addressing Ethics and Ethical Issues

There is a cybersecurity aspect in connecting a system this to a data pipeline. However,
as this project is still in experimental stages [and not connected to any dynamic pipelines],
cybersecurity and other related ethical issues are outside the scope of this project.
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Chapter 8

Lesson Learned

8.1 Problems Faced During this Period

Understanding data annotation principles is the rst key to making any use of any
CV model- be it yolov4 and yolov7 (the most stable-known versions). During the rst
two weeks, the intern was assigned to annotations. Without a clear picture of how or
why annotation works, his annotations became error-prone. His bounding boxes began
to depict things that are, in fact, not a human head.

Understanding the NEED for manual data annotation: After the rst two weeks, the
intern was shown where the annotated data went. Without that vision, the intern's
annotative perspectives was limited the rst two months.

Supervised Learning:

Understanding the FEASIBILITY of automated data annotation: While annotating, the
intern did eventually consider automating annotations themselves. Such a project was
not feasible at the time.

Installing the rst darknet environment (YOLOv4): The cookbook for making darknet
from scratch is so large that it had to be spanned two full sprints. Every stage required
an intricate combination of packages, libraries, and/or checkmarks. Half an hour into in-
stallation, one wrong library selection can cause a chain of broken dependencies. Without
careful documentation, these errors can be di cult to retrace/resolve from.

While building the YOLOv4 darknet into python-executable binaries, there were various
errors in Cmake library selection process. Installation instructions vary from hardware
to hardware, and so the intern had to nd the right set of GUI attribute selections. For
example, certain attributes of the model's architecture had to be tweaked so that they
were compatible with the intern's workstation GPU. Those correct attributes had to be
collected from NVidia developers' documentations.

During the build process, there were numerous troubleshooting situations at many stages.
The CUDA and CUDNN versions had to line up with perfect compatibility, and the
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veri cation steps came after building several gigabytes of the whole application. Later,
the intern was informed that the newer YOLOV5 can be installed out of the box instead
of wrestling with CMake. However, the troublesome v4 installation was also signi cant
because it allowed GPU acceleration.

Training the rst cv model: While setting up the dataset in the correct places, the intern
was initially struggling with nding the righ sub-subdirectory for each right labelset of
the right dataset. This showed a lack of systematic approach.

State of the art metrics: v7 changes, setup: After running v7 on the custom dataset
for the rst time, the results showed a huge array of metric that the intern was initially
unfamiliar with. Before he could interpret them, the intern had to rst study what the
metrics themselves meant.

*** Please narrate the problem faced during the internship period ***

8.2 Solution of those Problems

8.2.1 Above Problems

~ Establish constant work ow: ow of 2 months worth of unstructured data. Anno-
tation (Tools, Methods, Techniques, Tricks)

~ Understanding the NEED for manual data annotation: Convolutional neural
networks are a key tool for various computer vision applications, such as object detection.
A variation of object detection is activity detection- where it not only detects an object,
but also the type of action the object is performing. A pre-trained CNN model (such as
YOLOv4) can be used to detect a nite range of object types like a bottle or a table.
However, to detect something more speci c like \spinning" or \fabricating", the model
would have to be re-trained.

here, the human eye is appropriate for making the non-mathematical judgements to es-
tablish ground truth. This ground truth serves as a baseline for how much to usually
draw bounding boxes around the objects.

Supervised Learning:  After understanding the need for manual data annotation, the

intern also learned that annotation accuracy is doubled-edged: out of a thousand-picture
dataset, one single mis-labelled annotation can derail the result. This demonstration
reminded the intern to maintain full awareness during the annotation sessions- so as to
not make the slightest annotation errors that may cause miscommunications to the model.

Understanding the FEASIBILITY of automated data annotation: Near the
completion of his internship, a senior engineer mentioned that ultimately, automated
annotation is their goal too. Sometimes one just has to take it one project at a time.
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" from darknet installation During the long darkenet installation/con guration process,
there was a lot of group e ort involved. one junior ML engineer was assigned to assist me
in YOLOV4 installation. During the group e ort, the intern learned many nuances such
as command line commands, dynamic linked libraries, path inclusion build sequence, etc.
This improved the intern's competence in the following ways:

{ Improvise ability at building software packages in the future

{ Documentation practices

State of the art metrics : Once the v7 metrics were studied and understood (individu-
ally), patterns began to emerge in the confusion matrix. These patterns were consistent
with the visual observations made about the cumulative boxes diagram.

8.2.2 Other Lessons

Factors constraining Activity Detection: If we want to make our CNN model detect
a unigue type of activity, we have to re-train it with a dataset of images containing the

said activity (e.g., a person \working" or eating or laughing). Various factors go into

making sure that the newly trained model does not wrongly or inaccurately classify. For
example:

1. Consistency between needs, expectations, and the dataset: Let, our target activity is
\factory worker operating a sewing machine". Then we start by setting expectations:
Do we want the model to detect a very speci c type of factory workers only? (e.g.,
male workers working in a well-lit factory room wearing blue uniforms?) In that
case, our training dataset must only contain machine operators that strictly t
those criteria. And when this model is used for inferencing, we can only expect it
to accurately detect workers that t those narrow criteria.

{ For example, if we test the above model on a picture of a female worker working
in a dimly lit factory wearing no uniform, then we cannot expect it to be
classi ed as a \factory worker operating a machine", even though the non-
uniformed female person is exactly just that. To build a more versatile model
that is unbiased towards gender or clothing, we must then re-train it with a less
biased dataset that equally contains persons of all genders and clothing.

In other words: the training and test datasets must be carefully aligned with detec-
tion objectives, through manual tinkering from the human developers themselves.

2. Tradeo s between annotation process shapes: Before a data can be trained,
the training and test datasets must be annotated with a range of coordinates that
describe the location of the target object/feature. Annotations may be polygonal
or rectangular, depending on which model is more appropriate:
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{ Polygon annotation is more accurate as it precisely de nes the region of the
target object. However, it has higher space complexity (which might lead to
higher time complexity) and is incompatible with many models.

{ Rectangular annotation is faster and has less space complexity. However,
unless the target object is perfectly rectangular and parallel to the standard
basis of the display frame, rectangular annotation WILL convey wrong infor-
mation to the model. For example, if the target object is \hnuman head" (an
obviously non-rectangular object), then drawing a rectangle around the head
will inevitably bring some non-head pixels into the box. A large enough dataset
can contribute to evening out this error region.

{ Annotation tool Anpr has more advanced features (e.g., warp perspective) and
has a di erent kind of line-write pattern. It is most suited for detecting rect-
angular objects from non-direct perspectives.

" Non-confusion about organizational structure: During a spontaneous knowledge-
sharing session on Convolutional Neural Networks, the intern was visibly distressed by
theoretical complexity. The senior ML engineer immediately noticed this distress and
said: \no one expects an intern to be a Computer Vision expert. So, please, don't burst
your brain trying to become one in 3 months." It was clari ed that the intern is simply
responsible for assisting the ML (Machine Learning) team in meeting their weekly goals
more e ciently.

A similar clari cation was also made by the Chief O cers when the intern consulted them
about an ideological dilemma. The dilemma rose when the intern wanted to demonstrate
leadership qualities (holistic/critical thinking, curiosity, criticism, etc.) while also re-
specting the Non-Disclosure Agreement that prevents the intern from knowing all project
details.

To this, the managers assured the intern (paraphrased): \You only should worry about
what is required. Our interns mostly are concerned with functional things like annotating
and model training. | understand you are an overthinker by nature, so this rule of thumb
applies even more to you. When the time comes, we'd be more than happy to assess
whether you are t to think about business details. Till then, take it easy and just worry
about what's assigned to you."

Philosophical non-confusion: Soon, computer vision programs will not only pass the
Turing test (i.e., act humanly) but also do things better than humans could ever imagine.
Logically, one might think: \At that point, what value can the machine learning engineer
provide to the world?"

While it is appreciable to have these thoughts, the Machine Learning engineer must take
care to compartmentalize these thoughts properly. This is because Machine Learning
(by de nition) blurs the lines between philosophy and mathematics in a way that other
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disciplines (e.g., software engineering) do not. For this reason, the introductory class
of any Arti cial Intelligence course is primarily focused on philosophical discussion that
di erentiates between these four schools of thought:

" Thinking rationally ~ Acting rationally ~ Thinking humanly ~ Acting humanly
(Russel, Norvig, 2010)

The machine learning engineer must remember that the above thought (\what value [can
we] provide [in the future]?") falls strictly under the \acting humanly" and \thinking
humanly" region of the Thought Spectrum. The ML intern's daily duties, on the other
hand, falls more under \Thinking rationally" and \Acting Rationally". Therefore, the ML
intern can save such curiosities for open-ended co ee break chats with senior colleagues;
and develop the attention span to not get distracted by human acts when exclusively
rational acts are expected of him.

Importance of literature review in the RD process: Data Science is a heavily

research-oriented eld, and Neural Networks are even more so. While investing time
in code, one must also be aware of newer technologies- newer libraries, more e cient
packages, and more troubleshooting capabilities. While working on yolov4 (and being
aware of yolov5), yolov7 was being released.

The intern had to research these inter-version di erences to nd out which is best for the
team. Upon concluding that ppYOLO is superior in performance, the intern was then
assigned to try out v6 and demonstrate the higher performance. Therefore, it is extremely
important for someone in this eld to be in touch with the most recent releases from the
highly active open-source community.

Inter-disciplinary Competence: The ML team works with a relatively narrow sub-
eld (compared to the vast array of industrially relevant sub elds in Computer Science).
However, running it requires combined skills from other interdisciplinary elds- such as
Software Engineering, Database Management, Systems Design and Predictive Analytics.
And that skill can only be maintained through constant collaboration with other teams.
By principle, the software development team only does what the design team assigns.
This, in turn, is enhanced by the pseudo-sentient computer eyes of the ML team. As
the three teams' strengths are combined to create a product, best e ciency is when ev-
ery team understands the others' constant needs and wants. For the purposes of his
internship project, the intern did NOT participate directly in such wide range of interdis-
ciplinary activities. He was present in retrospect meetings where the managers debated
strategy with all three departments: software, ML, and design. But his contributions to
those meetings were limited to exploratory idea-bouncing. However, these meetings (and
overhearing/conversing openly with coworkers) still bene tted the intern's studies. They
helped him get hints about the bigger picture. In turn, this broader view helped the
intern identify tasks irrelevant to him, and thus focus more deeply on the tasks relevant
to him.
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Chapter 9

Future Work & Conclusion

9.1 Future Works

For the next iteration of this project, the same dataset should be trained with the changed
parameters mentioned in the last part of the \Results and Analysis" Section. This will help the
model achieve the same task at a higher accuracy. Then, the same training can be done on a
larger dataset (>1000 pictures). Once satisfactory results are obtained from image data, future
work should also include similar analyses on video footage.

9.2 Conclusion

As one of the deliverables near the late stage of the internship, the intern trained a 285-
picture dataset on an o -the-shelf iteration of open-source Computer Vision software. This is
the exploratory equivalent of observing celestial objects in the daytime from a friend's rooftop
telescope (without a comprehensive understanding on the laws of light and radiation), and
then calling it a day once a bright white dot is spotted on the sky. Future work will focus on
improving detection metrics using the suggested parameter changes.
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